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The End of the Pre-training Era

We are at the end of pre-training era, where inference-time scaling unlocks new potentials in LLMs
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Data is not growing

- We have but one intermet Inference-time scaling strategies in LLMs

- The fossil fuel of Al

Question: If a > 1, then the sum of the real solutions of Ya — Va +x = x is equal to
Response: <think>
To solve the equation va — Va +x = x, let’s start by squaring both - - -
2
Internet. We have, but one Internet. You could even say you can even go as far as to say. (‘/ a-va +X) =x* = a-Varx=x"
That data is the fossil fuel of Al. It was like, created somehow. And now we use it. Rearrange to isolate the inner square root term:
(@a-x2)?=a+x = a®-2ax®+(x®)2 =a+x = x* 20 -x+(a*-a)=0

Wait, wait. Wait. That’s an aha moment I can flag here.

Let’s reevaluate this step-by-step to identify if the correct sum can be - - -
We started with the equation:

Na-VirE =%

First, let’s square both sides:

a-Va+x=x* = Va+x=a-x2

Next, I could square both sides again, treating the equation: - - -

Talk from llya Sutskever at NeurlPS 2024

“Aha moment” in DeepSeek-R1



Chain-of-Thought Dataset for T21 Generation

GenRef Dataset
I Rule-based Data

Reward-based Data

Prompt List Generator Ensemble

Scalable automated data construction

pipeline with 1M triplets across 4 types

e Rule-based: using tools like detection and

Replace the single
wrench with a wrench
set. Reposition the plant
pot to the left.

Reflection

segmentation models for scoring

e Reward-based: ensemble scoring using | Long-Short Prompt Data | Editing Data | statistics
Detailed Prompt List Generator Source Image Q Editing Instruction (Reflection) sy o
multiple image reward models MLLM - B Gy . — W
\J shoreline. more
Target Image O Re-captioned Prompt

Add a wheelchair I
first person right

e Long-short prompt: using images generated

. il ,f;bglcuekgro?nd‘ et
. . Bl |- Colu ch%or‘%]ge
from detailed vs. brief prompts
o Editing: source image - target image - edit Example Triplet

instruction naturally form CoT triplets
Fine-tuned Qwen Reflection: /
Change the tank tops to zip-up tops. Change
the hair color of the left woman to dark
brown and right woman to platinum blonde.




Dimensions for Scaling T2l Diffusion Models

. . . cali oise li flecti
e Noise scaling: parallel sampling to explore better Scaloghlais Sculgrenieciin NN
initial noise (i ing width) W sting
initial noise (increasing wi 5@:
. . . . . Corrector refines last-round sample in a sequential manne; T R%
e Reflection scaling: iteratively refine the latest A @
Scaling Prompt )
generated image (increasing depth) R Verter
® Prompt scaling: iteratively refine the input prompt sf%|
Generator produces multiple n . X G;; Vaerifierp P-
samples independently, in paralllel Use an external LLM to refine input prompt at each iteration

The width and depth of scaling can be adjusted flexibly at inference time!

Single-Round Refinement

Parallel Refinement
Round 1: Low Quality /\_) Round 2: More Details

Multi-Rounds Refinement
Round 1: Misalignment /~ Y Round 2: Correct

Round 1: Misalignment /~ ) Round 2: Misalignment /~ Y Round 3: Correct

Prompt: An orange cat joyfully plays a guitar on stage.

Prompt: A cat below a camping backpack.
Reflection: Add details to guitar, enhance light contrast.

Prompt: A long-legged big-eye anthropomorphic cheeseburger relaxing on the couch.
Reflection: Reposition the cat below the bag.

Reflection: Change the rabbit into a human-like cheeseburger.



Gains from Scaling Inference-time Compute

GenEval Score
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ReflectionFlow achieves 0.91 on GenEval with only 32 samples

Verifier strongly affects performance; an Oracle Verifier achieves almost perfect accuracy

Adding reflection yields a 10x efficiency gain in test-time scaling compared to prior methods.

Gains from reflection increase with task difficulty, reaching up to 72% improvement on hard tasks

Oracle Verifier
SANA Verifier
Our Verifier
GPT-40 Verifier
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Code, models, and dataset: bit.ly/reflectionflow
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http://bit.ly/reflectionflow

