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Core Issues in 3D Reconstruction and Novel View Synthesis：
• NeRF: Strong in novel view synthesis, but relies on known camera poses and is computationally 

expensive.
• 3D Gaussian Splatting: Enables efficient rendering and reconstruction, yet optimization-based 

methods lack geometric priors under sparse views, leading to topology breaks and scale 
ambiguity.

• Feedforward 3DGS model: Leverage large-scale data priors to quickly predict 3D Gaussians, 
robust to sparse or pose-free settings. However, current models handle only few inputs and fail 
to scale to large, complex scenes.

Key Challenge
Can high-quality 3D Gaussians, rapidly predicted by a feedforward model without camera poses, 
be fused into a globally consistent 3D representation?

Motivation



RegGS Framework
• Feedforward network extracts local 3D Gaussians from input images.
• These local Gaussians are progressively registered into a globally consistent 3D representation.
• Enables high-quality 3D reconstruction and novel view synthesis.
Key Problem:
How to measure the similarity between two Gaussian sets?
• We introduce the Mixed Second-Order Wasserstein distance (MW2), solved efficiently via Sinkhorn

approximation, to capture their spatial proximity.

Method



Problem Formulation
1. Gaussian Representation：

Goal: Find a Sim(3) transformation

such that：
2. MW2 Distance
Wasserstein-2 distance between two single Gaussians:

MW2 between Gaussian mixtures:

With entropy regularization and Sinkhorn approximation:

→ This yields a differentiable registration metric for 3DGS submaps.

Method



3. Joint Optimization

Total Loss Function:
• MW2 loss: Ensures global coarse alignment (upper bound on error).
• Photometric consistency: Enforces fine-grained alignment and improves final accuracy.
• Depth consistency: Uses depth maps to suppress scale drift.

Method

ℒ𝑡𝑜𝑡𝑎𝑙 = 𝜆1ℒ𝑀𝑊2 + 𝜆2ℒ𝑃ℎ𝑜𝑡𝑜 + 𝜆3ℒDepth

RegGS generates local Gaussians via a feedforward network and progressively registers them in Sim(3)
space using the MW2 distance with photometric and depth consistency constraints, fusing them into a 
globally consistent 3D representation.



Results

Novel View Synthesis Results on Re10k. Our method outperforms other unposed methods in 
reconstruction quality with sparse views, and the gap widens as the number of views decreases.



Results

Novel View Synthesis Results on ACID. The data shows that our method also outperforms other 
unposed reconstruction methods in drone-captured scenes. As the scene becomes sparser, the gap 
between our method and the others increases.



Results

Pose estimation results on the RE10K and ACID. We evaluate the pose estimation accuracy of 

our method with different numbers of input views. Our method outperforms other baseline 

methods in terms of pose accuracy.



Overview
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RegGS achieves 3D reconstruction from sparse views without camera poses.

Main Contributions:
• Propose a MW2-based Gaussian set alignment in Sim(3) space.
• Design a differentiable joint optimization module (MW2 + photometric + depth).
• Achieve significant improvements over existing methods on multiple datasets.
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