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Motivation

• Multimodal Large Language Models (MLLMs) are increasingly used for
Embodied AI and Autonomous Driving

• Existing benchmarks focus on semantic understanding but neglect precise
spatial-temporal reasoning

• Critical question: Are MLLMs ready for real-world spatial-temporal
understanding?

Research Gap
Limited evaluation of MLLMs’ ability to perform precise quantitative
spatial-temporal understanding in dynamic real-world scenarios
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Contributions

1. STI-Bench: Comprehensive benchmark for evaluating MLLMs’
spatial-temporal intelligence

• 300+ videos, 2,000+ QA pairs
• Desktop, Indoor, and Outdoor scenarios
• 8 challenging tasks

2. Extensive Evaluation: Thorough assessment of state-of-the-art MLLMs
3. In-depth Analysis: Identification of key limitations and error patterns

Project Page
https://mint-sjtu.github.io/STI-Bench.io/
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STI-Bench Overview

② Ego-Centric Orientation
Q: … degrees does the camera rotate … ?

① 3D Video Grounding
Q: Locate the 3D bounding box of  … ?

④ Dim. Measurement
Q:  What is the length of … ?

⑧ Disp. & Path Length
Q:  How far has the car traveled … ?

⑥ Spatial Relation
Q: What is the position of … ?

⑦ Speed & Acc
Q: … speed of the car ?

① ②

③ ④

⑤ Trajectory Description
Q: Summarize the camera trajectory …?

③ Pose Estimation
Q: … camera pose when …?

Static Understanding Dynamic Understanding

⑥ ⑦
v

⑤ ⑤ ⑧⑥

Figure: Benchmark covers three scenarios with diverse spatial-temporal tasks
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Task Design

Static Understanding
1. Dimensional Measurement
2. Spatial Relation
3. 3D Video Grounding

Dynamic Understanding
4. Displacement & Path Length
5. Speed & Acceleration
6. Ego-Centric Orientation
7. Trajectory Description
8. Pose Estimation

Key Features
• Precise quantitative evaluation
• Real-world physical understanding
• Multi-scale spatial reasoning
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Benchmark Construction Pipeline
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Figure: Data collection → Ground truth computation → QA generation → Human
verification
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Experimental Setup

Evaluated Models
• Proprietary: GPT-4o, Gemini-2.0-Flash, Gemini-2.5-Pro, Claude-3.7-Sonnet
• Open-source: Qwen2.5-VL-72B, InternVL2.5-78B, MiniCPM-V-2.6, etc.

Evaluation Protocol
• 30 frames sampled per video (20 for Claude)
• Multiple-choice format (5 options, random baseline 20%)
• Direct answer comparison with ground truth
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Overall Results

Dim
ensional 

M
easurem

ent

Sp
ati

al
Re

lat
io

n

Displacement

& Path Length
Speed & Acceleration

Eg
o-

Ce
nt

ric
Or

ien
tat

io
n

Trajectory Description
3D Video

 Grounding

Pose 

Estim
ation

Static
Understanding

Dynamic
Understanding

Qwen2.5-VL

Gemini-2.5-Pro

Gemini-2.0-Flash Claude3.7

InternVL2.5 GPT-4o

Random

VideoLLaMA3

Figure: Performance radar chart
across all tasks

Model Overall Outdoor Indoor Desktop
Gemini-2.5-Pro 41.4% 48.7% 37.1% 35.8%
Qwen2.5-VL-72B 40.7% 50.6% 35.5% 31.9%
Claude-3.7-Sonnet 39.8% 44.7% 38.2% 34.8%
InternVL2.5-78B 38.5% 43.3% 36.9% 33.3%

Table: Accuracy across different scenarios

Key Finding
Even the best model (Gemini-2.5-Pro) achieves
only 41.4% accuracy, indicating significant
challenges in spatial-temporal understanding.
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Error Analysis
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Figure: Distribution of error categories
for Gemini-2.5-Pro

Key Limitations
1. Inaccurate Spatial Quantification:

Difficulty estimating object scale and
distance from 2D images.

2. Flawed Temporal Dynamics:
Struggles with tracking motion across
video frames.

3. Weak Cross-Modal Integration :
Failure to integrate textual instructions
with visual information.
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Conclusion

• STI-Bench provides comprehensive evaluation of MLLMs’ spatial-temporal
understanding

• Current MLLMs struggle significantly with precise spatial-temporal
reasoning

• Best model achieves only 41.4% accuracy, highlighting substantial gap
• Key limitations: spatial quantification, temporal dynamics, cross-modal

integration

Future Directions
• Incorporate explicit spatial-depth annotations
• Develop dedicated physical reasoning mechanisms
• Include richer ego-centric perspective data
• Improve temporal modeling architectures
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Thank You!
Paper: https://mint-sjtu.github.io/STI-Bench.io/
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