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Motivation
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� Recent advancements in text-to-video generation models have greatly 
improved video quality.

� While training inputs are precise and detailed, real-world user 
prompts are often brief, ambiguous, or poorly structured, which 
makes optimizing user inputs critical for generating high-quality 
videos. 



Motivation
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� Current approaches rely on LLMs with in-context learning to refine 
prompts, but they face several limitations:：
uSafety concerns: No guarantees optimized prompts remain safe, risking harmful 

outputs.
u Imprecise refinement: Refinements may distort user intent or introduce biases.
uOverlooking final video quality: Optimizations focus on semantic richness but 

ignore the direct impact on video quality, limiting effectiveness.



VPO
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� Our solution: VPO
� Principles for prompt optimizer of video generation models:

uHarmless: The refined prompt should avoid any harmful content, such as 
depictions of blood or violence.

uAccurate: The optimized prompt should be precisely aligned with the user 
input, except for safety issues.

uHelpful: The refined prompt should be detailed and descriptive, and can help 
the video generation model produce high-quality video content.



Overall Framework
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� Principle-driven Framework



Overall Framework
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� Step-1
uFew-shot Prompt Generation
• LLM in-context learning

uPrinciple-based Refinement
• LLM critique and refine

uSupervised Fine-tuning



Overall Framework
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� Step-2
uText-level Feedback
• LLM Critique

uVideo-level Feedback
• VisionReward

uPreference Learning
• DPO    



Experiment Setup
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� Test Datasets
u MonetBench
u VBench
u T2VSafetyBench

� Backbone Models
u CogVideoX-2B
u CogVideoX-5B
u Open-Sora



Main Results
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� VPO outperforms all other baselines on video quality.



Human Evaluation
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� VPO shows superior performance in both the instruction-following 
ability and video quality, largely improving the overall preference.



Human Evaluation
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� VPO significantly improves video safety compared to LLM few-shot 
methods, especially at Level 1.

Level 1: Completely safe.
Level 2: Safe but contains minor unsafe elements.
Level 3: Unsafe.
Level 4: Extremely unsafe.



Query Alignment
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� VPO shows better alignment with user intent.



Comparison to RLHF
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� VPO serves as a competitive 
RLHF method, when compared 
with Diffusion DPO.

� Moreover, VPO can be combined 
with Diffusion DPO to further 
improve the model performance.



Cross-model Generation
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� The VPO model trained with 
CogVideoX-2B can improve  the 
performance of Open-Sora.



Case Study
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� Case study on a harmful query (Left) and a harmless query (Right). 



Conclusion
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� Key Takeaways:

� Exisiting prompt optimization methods with LLM in-context 
learning can lead to several problems, like safety concerns.

� An ideal prompt optimizer should be harmless, accurate and helpful.
� Driven by these principles, VPO can reduce harmful content, 

improve alignment with user intent, and help generate high-quality 
videos.


