
• MRGen adopts a three-stage training (latent encoding, text-guided pretraining, and mask-conditioned finetuning), to enable controllable generation;

• During inference, random noise are mapped into MR images under the joint guidance of both text prompts and mask conditions;

• High-quality synthetic samples are then filtered out via an automatic pipeline comprising SAM2.
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We make the following contributions:

• MRGen-DB: a large-scale radiology image-text dataset, featuring detailed 

modality labels, modality attributes, regions, and organs mask annotations;

• MRGen: a diffusion-based data engine capable of controllable generation;

• Clinical Value: controllably generate high-quality MR images, improving 

‘zero-shot’ segmentation performance for unannotated modalities.

We collect and curate MRGen-DB, sourced from Radiopaedia and existing 

segmentation datasets, covering diverse modalities and anatomical organs.

An example of knowledge-enhanced data sample

Each sample undergoes an automatic curation pipeline, comprising:

• BiomedCLIP: map each abdominal radiology image into pre-defined regions; 

• GPT-4o: convert modality prompts into templated texts with clinical knowledge;

• To simulate clinical scenarios, 

we construct a series of dataset

pairs, each comprising of a 

source domain 𝓓𝒔 (well-

annotated) and a target domain 

𝓓𝒕 (underrepresented, lacking 

mask annotations);

• We compare synthesis quality

and downstream ‘zero-shot’ 

segmentation performance on 

unannotated modalities, to 

demonstrate the effectiveness of

the data samples generated by

our data engine.

In this work, we develop a data engine to 

generate MR images guided by text

prompts and mask conditions, enabling

training segmentation models for those

underrepresented modalities.

Quantitative comparisons (segmentation towards unannotated modalities)

Qualitative results (segmentation towards unannotated modalities)Qualitative results (controllable generation)

Quantitative comparisons (controllable generation)

“T1 MRI; fat high signal, muscle intermediate signal, water low signal, fat bright, water

dark; upper abdomen; liver, spleen, and kidney”.

Data statistics of MRGen-DB Distribution of samples from radiopaeida

Latent encoding: map high-resolution radiology images 

into a compact latent space via reconstruction;

Text-guided generation: learn to synthesize based on

templated text prompts, comprising modality labels, 

attributes, regions and organs information;

Mask-conditioned generation: optimize a mask 

encoder jointly on data w/ and w/o mask annotations, 

with other parameters frozen;

Synthetic Data Construction Pipeline

Data filtering: we adopt SAM2 to select

high-quality synthetic data based on IoU.
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